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Abstract
Cross point memories are ideally suited to fill computer memory hierarchy gaps of memory capacity and storage performance.  System innovations exploiting the capability of 3D XPoint challenge historical notions of separate semantics of memory and storage, significantly boosting performance.   

Introduction
A decade ago, NAND based SSDs began to fill the large performance gap that had emerged between DRAM and HHDs in mainstream computing memory hierarchy [1].  Today, SSDs are fundamental to the memory hierarchy of a modern computing system.  In the intervening time period, DRAM scaling has slowed (fig. 1), while performance growth of NAND has not kept up with its capacity growth (fig. 2).   Coupled with significant increases in CPU core count demanding increased memory bandwidth, and higher speed CPU links and networks, two gaps have widened in computing memory hierarchy: A load/store memory capacity gap and a storage performance gap.   The commercialization of cross point memory with high capacity, low latency, and byte write capability are demonstrating suitability to fill this growing gap.  New computing system architecture innovations exploiting cross point memories promise to fundamentally alter the notion of separate worlds between memory and storage semantics.  This paper reviews 3D XPoint [0] memory, how it is appearing in computing systems, and discusses future directions.
Cross Point Memories
The industry has been researching 3D cross point memories [2-6] in an effort to simultaneously meet favorable performance and cell size characteristics and therefore a higher likelihood of widespread acceptance as a Storage Class Memory [7]. The challenge in realization of cross point memory has been the memory material system of choice and the limited options for thin film selectors with appropriate Ion/Ioff characteristics [8].   Memory systems of metal oxides relying on oxygen vacancies [9], or electrochemical cells [10] are relatively easy to process, but subject to filamentary stochastic variation [11].   Choosing of memory element material systems relying on bulk switching, has been key for realizing successful technology commercialization.  Adding to the challenge, with few good thin film selectors choices, successful commercialization relies on mating electrical and chemical behavior of memory and selector.
3D XPoint Technology
3D XPoint [12] is the only cross point technology, to date, having achieved successful and substantial high-volume production.  It is discussed here as example of a cross point technology. 3D XPoint traces multiple genealogical paths, while creating capabilities not found in the origins.  Thus, 3D XPoint is a new memory technology class.   
3D XPoint consists of three key technological elements: 3D layered memory in backend metalization, with CMOS under the array; a combined thin film selector and memory structure; and atomistic storage in the memory layer (fig. 3, 4). Each memory layer is formed with solely two lithography steps and subtractive etching, facilitating process simplicity and low cost. Wordlines and bitlines are formed in low resistance refractory metal, enabling low RC required for low latency memory applications. A two-terminal amorphous alloy ovonic threshold switch is deployed as the selector of the memory cell. Symmetrical blocking or triggering voltage (threshold voltage) of the amorphous alloy [13] provides for robust inhibiting to isolate individual memory cells in the cross point array and provide large array tiles for low cost.  
3D XPoint Memory storage is based upon chalcogenide alloys.  Unlike phase change memory[a], which also shares a chalcogenide genealogy, 3D XPoint does not rely on any sub-lithographic interfacial heating/switching structures, such as Mushroom, µ-tench, Pore, Cross Spacer, or ring shapes [b-f].  Additionally, in departure from chalcogenide shared genealogy, the entire bulk of the memory material of 3D XPoint undergoes bonding transformation between high and low conductivity states with bits in either fully amorphous state and fully single crystalline state, and no partial dome switching (fig. 5), ensuring tight statistical control of states.  In a phase change memory, the set operation follows a classic stochastics crystallization growth process initiated at amorphous crystalline interface [g,h].  However, due to the entirety of atomistic transformation in the bulk of memory element, the interface of such phases does not exist in 3D XPoint technology.  In addition, 3D XPoint technology exploits deterministic write algorithms; no program verification is required.   Carbon electrodes provide diffusion barrier between active layers and cell process integration for efficient and reliable read/write operations. These fundamental architectural advantages enable low latency, low energy, high bandwidth and high endurance non-volatile memory subsystem for persistent memory applications.
First generation 3D XPoint is 20nm half pitch with two decks of memory per 128Gbit die.  The product consists of 8K tiles, each tile a 2K worldine x 4K bitline x 2 deck cross point array (fig 6).   Each tile selects a single bit for read or write with direct write capability.   The cross point architecture and low latency materials and interconnects enables 3D XPoint attributes shown in Table 1 of high capacity, low latency, direct write, and non-volatility.  Capacity per die are significantly larger than DRAM; more comparable to NAND.  Access size of 16 Bytes per bank and multi independent read/write banks per chip, enables memory compatible cache line load/store operation and efficient die to configure into low latency high performant storage devices.  Read and Write latencies are asymmetric, like other non-volatile memories requiring an energy barrier to be overcome, with both orders of magnitude faster than NAND approaching DRAM latencies, providing for high performance storage.   
System Level View of Cross Point Technology

By way of example, Optane™ SSDs [15] and Optane™ Data Center Persistent Memory Modules [16] are described to illustrate how capabilities of 3D XPoint are exploited to fill the load/store memory capacity gap and storage performance gap in mainstream computing memory hierarchy (fig 9).  The unique attributes of 3D XPoint in Table 1 enable the creation of new classes of computing subsystems.   Optane™ SSDs deliver performance per capacity, latency, and responsiveness under load not available with NAND SSDs.  While Intel Optane™ Data Center Persistent Memory introduces an entirely new form of memory to computing, addressable like DRAM, but with much larger capacities and persistent through power removal. Much like the memory on which they are built, these new devices blur the line between memory and storage. 

Optane™ SSDs make 3D XPoint media available as Operating System managed storage connected physically as standard PCIe/NVMe SSD.  Optane SSDs are architected specifically to deliver the value of 3D XPoint.  The SSD controller features a hardware only read/write path and spreads each 4kB data unit (1 or 8 sectors) across multiple 3D XPoint die and across multiple banks within a die allowing reads to be returned in approximately 8 microseconds (idle latency).  3D XPoint direct write capability allows writes to complete quickly, in-place (no block erase), and at the native size of the operation (in multiples of 4kBytes) eliminating the need for garbage collection and enabling a highly truncated latency tail.  Latencies are more than an order of magnitude better than NAND based SSDs (fig10).   Finally, with much higher endurance media and no write amplification, Optane SSDs deliver very high endurance, 10x that of NAND SSDs.  

With low latency, excellent quality of service, and high endurance, Optane SSDs are employed in systems with high and where performance is critical.  When used as data caches, or as a data tier, Optane SSDs also absorb writes enabling the NAND SSDs holding the bulk data to save on cost.  Finally, Optane SSDs enable fast paging systems, extending main memory in a way NAND SSDs cannot.

Optane™ Persistent Memory makes 3D XPoint visible as system memory, providing the long dreamt of persistent, byte addressable, capacious memory. Connected as system memory with the low latency cache coherent processor interconnect these modules contain a custom controller featuring a low latency hardware read/write path to multiple 3D XPoint die and provide an average idle latency of just 340ns (fig 11).  Capacities up to 512GB per module more than double the maximum density of current DRAM DIMMs enabling 4.5TB per CPU socket. At the system level, Optane™ Persistent Memory can be managed either as a memory cached in DRAM, or as a persistent memory in its own address space distinct from DRAM. Optane Persistent Memory is the subject of intensive experimentation and development by many software developers.  As a very large memory it enables more VMs to be hosted per physical CPU, avoiding time consuming swapping of state in and out of storage.  As large persistent memory it enables very large databases to be held in memory and to be used immediately at bootup without time consuming storage load times.  
Systems are evolving to new topologies with 3D XPoint and Optane Persistent Memory. Distribute Asynchronous Object Store (DAOS) is optimized for Object Store with 3D XPoint storage class memories [17]. In DAOS, the metadata storage pool (Metadata, low-latency I/Os & indexing/query) are held in Optane™ Persistent Memory and bulk data object store is help in NVMe SSD’s (either NAND or Optane™ SSD) and is demonstrating significant performance increases over non-PMEM systems [18].  Oracle Exadata, bypasses the storage file system with Direct Memory Access to persistent memory on the storage server, also demonstrating significant performance increases over non-PMEM system [19]. 
Future Cross Point Technology and System Directions
3D XPoint is at the beginning of its scaling journey, both capacity and performance.  2nd generation 3D XPoint increases number of decks from two to four (fig. 9), while increasing bank count by 2x, improving bandwidth.  Lateral scaling and deck scaling will continue to increase capacity, decreasing cost per bit.  Material tuning and circuit design optimization will decrease latencies and increase bandwidth. The system innovations with PMEM noted earlier are a sign of a truly disruptive technology success: when it begets new architectures and new solutions, as we are seeing in the industry.  3D XPoint cost and performance scaling capability ensures new system innovations as just beginning.   
Conclusions
Cross point memory, as demonstrated through 3D XPoint and Optane™ SSDs and Persistent Memory Modules are proving ideal at filling the memory capacity and storage performance gaps.   Future scaling of cross point memory coupled with system innovations exploiting the capability of 3D XPoint emerging in the industry, promise to challenge the historical notion of separate worlds between memory and storage semantics, significantly increasing system performance.
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